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Examination Sample
1. Describe the reasons why in the recent 10 years, processor performance improvement has dropped to about 20% per year.
2. Describe the classes of computers.

3. Describe the dimensions of ISAs.

4. Assume a disk subsystem with the following components and MTTF:

– 5 disks, each rated at 1,000,000-hour MTTF

– 1 SCSI controller, 500,000-hour MTTF

– 1 power supply, 150,000-hour MTTF

– 1 fan, 150,000-hour MTTF

Using the simplifying assumptions that the lifetimes are exponentially distributed and that failures are independent, compute the MTTF of the system as a whole.
5. Describe what the principle of locality is. Which are the two types of locality?
6. Describe Amdahl’s law.
7. Suppose that we want to enhance the processor used for Web serving.

The new processor is 8 times faster on computation in the Web serving application than the original processor.

Assuming that the original processor is busy with computation 30% of the time and is waiting for I/O 70% of the time, what is the overall speedup gained by incorporating

the enhancement?
8. Consider the FPSQR operation.

Suppose we have made the following measurements:

– Frequency of FP operations = 20%

– Average CPI of FP operations = 4.0

– Average CPI of other instructions = 1.12

– Frequency of FPSQR= 2.5%

– CPI of FPSQR = 18

Assume that the two design alternatives are to decrease the CPI of FPSQR to 2 or to decrease the average CPI of all FP operations to 2.5.

Compare these two design alternatives using the processor performance equation.
9. Describe what structural hazards are. Which are the reasons of such hazards?

10. Explain forwarding in pipelines.

11. Describe a pipeline interlock.

12. What is a restartable pipeline?

13. What are precise exceptions?

14. Why RISC instruction sets are appropriate for efficient pipelining?

15. Explain out-of-order execution.

16. What does the compiler have to do to implement loop unrolling?

17. What is register pressure?

18. Describe a finite-state processor for a 2-bit prediction scheme.
19. What is the role of reservation stations? Which are their two properties?

20. What is the difference between the ROB and the Tomasulo approach?

21. Explain local and global scheduling.

22. Describe an Integrated Instruction Fetch Unit.

23. Which are the assumptions made for an ideal processor?

24. How is it possible to run an approximately ideal processor?

25. Describe the hardware support needed for multithreading.
26. What is Fine-grained multithreading?
27. Describe Simultaneous multithreading.

28. Describe the preferred-thread approach.

29. Sketch and describe a centralized shared-memory architecture.
30. Sketch and describe multiprocessors with physically distributed memory.
31. What is a directory coherence protocol? What is a distributed directory?

32. What is an on-chip network?

33. What is link pipelining?

34. How can a switch microarchitecture be pipelined?

35. Why a single vector instruction is more efficient?
36. What is strip mining?

37. Why the hardware does not have to check for data hazards within a vector instruction?
38. Describe the vector stride.
39. Which are the two factors that affect the success with which a program can be run in vector mode?

40. If you have a problem, why would you use vector processors?
